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Background
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▪ Human-in-the-loop (HITL) systems are sociotechnical systems that achieve their 

objectives through the cooperation of both human and technological components. 

Air traffic control roomRail traffic control room Aviation cockpit

Defense command-and-control (C2) centersHealthcare delivery system



Motivation
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▪ HITL systems depend on the HITL to 
sense, decide, and act under time 
pressure (Endsley & Kaber, 1999; 
Parasuraman et al., 2000).

▪ When an HITL's workload exceeds 
their capacity, situational awareness 
drops, errors climb, and system-level 
performance degrades (Mumford, 2006; 
Baxter & Sommerville, 2011)

The next safety incident may not start 

with a hardware fault;

it may start with an overloaded operator 

whose excessive workload no model saw 

coming.
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Research Gap & Research Questions
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▪ Most HITL workload prediction models 
pool data across everyone and train a 
single global model, implicitly assuming 
workload is generated the same way for 
everyone (Lou et al., 2022; Jiang et al., 2024; 
Fagbenle et al., 2025).

▪ The same work configuration may be 
experienced differently by different 
individuals (Kristof-Brown et al., 2005; Shanafelt 
et al., 2009).

RQ1

How does personalized, operator-specific machine 

learning (ML) performance compare with 

conventional global models trained on pooled data?

RQ2

How much do operational predictors of workload 

vary across individuals, and what does that reveal 

about heterogeneity in workload-generation 

mechanisms?
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Why Healthcare System?
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Safety-critical HITL system

Clinician workload directly shapes decision quality and patient outcomes (National Academies of Sciences, 

2019, West et al., 2018), structurally analogous to cockpits, control rooms, and C2 centers.

Rich, off-the-shelf instrumentatio

Primary care physicians spend roughly 5–6 hours in the EHR per day (Arndt et al., 2017, 2024). EHR audit logs 

therefore provide a rich, timestamped record of operator activity without requiring new instrumentation.

Validated ground truth available

NASA-TLX surveys (Hart & Staveland, 1988) provide a validated workload label to calibrate the models.

A natural experiment in heterogeneity

Multiple operators performing the same job, in the same organization, under the same policies 

(Carayon, 2006; Holden et al., 2018), isolating operator-level differences from contextual ones.

A testbed choice, not a scope limit:  this is a proof-of-concept 

for personalized workload modeling in HITL systems in general

AI4SE and SE4AI Workshop | Xames & Topcu (2026)

*EHR – Electronic health records



Study Design
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1. Data Collection 2. Data Preprocessing 3. Model Development
4. Evaluation & 

Interpretation

Study Setting & Participants

Data Sources

① Workflow Observation

Direct shadowing to characterize work 

processes & inform feature selection

② NASA-TLX Surveys

One work-week of NASA-TLX scores 

used to calibrate the composite workload

③ Timestamped EHR Activity Data

Clinician, patient, and organization-level 

data collected over 18 months

• Family medicine clinic

• 9 providers (8 physicians, 1 

nurse practitioner)

• 18-month longitudinal study

Performance Metrics

MAE: average prediction error

RMSE: sensitivity to large errors

Model Comparison

Global vs. personalized

performance (MAE, RMSE)

SHAP Interpretability

• Per-provider feature 

importance ranking

• Top workload predictors per 

clinician

• Heterogeneity analysis 

across providers

Selected ML Models

GBR KNN LR RF RR SVR

A. Population-level Modeling

Pooled data (n=9 providers)

Leave-One-Provider-Out

Cross-Validation

P6

■ Test  □ Train

× 9 iterations

P1 P2 P3

P4 P5

P8 P9P7

B. Personalized Modeling
Per-provider (n=9 models)

Top 3 Algorithms

from Phase A

GBR

Chronological 80/20 split

Train 

Hyperparameter

optimization (grid search)

RF SVR

80% 20%

Test

Note: GBR – gradient boosting regression, KNN – k-nearest neighbor, LR – linear regression, RF – random forest, RR – ridge regression, SVR – support vector regression

① Data Cleaning

      • Missing value imputation

      • Outlier handling

② Temporal Alignment

    • Aggregate EHR events (0.5M logs)

    • Retain workdays with ≥1 encounter

    • Total clinician days: 2591

③ Feature Engineering

    • Mapping shadowing and EHR data

    • Clinician feedback

    • ML-based feature selection

Workload outcome construction

     • NASA-TLX–calibrated composite   

workload score
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Normalization

     • z-score standardization
4
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T= 18 mo

EHR Data Pull 

– Phase II

(past 12 mo)

T=0

On-site 

Observation

T=8 mo

NASA-TLX 

Workload 

Surveys

T=6 mo

EHR Data Pull – 

Phase I

(past 6 mo)



Findings
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▪ Personalized models 

consistently outperformed 

population-level models

▪ 46-84% reduction in mean 

absolute error, across all 

three algorithms

▪ Wilcoxon signed-rank gives 

𝑝 < 0.05: improvements 

are statistically significant

Note: GBR – gradient boosting regression, RF – random forest, SVR – support vector regression

How Does Personalized Model Performance Compare With 
Population-level Models?

Key Findings 1 of 3
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SHAP value: a feature’s contribution to the model prediction relative to the baseline; positive values increase predicted 

workload, while negative values decrease it.

Key Findings 2 of 3

How Workload Predictors Vary in Population vs. 
Personalized Models?
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Key Findings 3 of 3

Top Workload Predictors Across Individuals 
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▪ Kendall’s 𝑊 = 0.178: 

weak concordance 

across operators' top-5 

predictor rankings.

▪ Same organization. 

Same role. Same EHR.          

Different workload 

“signature” for every 

operator.

Key Findings 3 of 3

Top Workload Predictors Across Individuals 
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Key Takeaway
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In human-in-the-loop systems, one model does 

NOT fit all operators.

Personalized, explainable ML recovers the individual signal that population-

level models average away, a necessary foundation for adaptive, operator-

aware decision support in safety-critical HITL systems.
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Back to the Broader Picture: From the Clinic to Other HITLs
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Operator fatigue and decision-support tailoring in command-and-

control environments

Aviation
Pilot workload during automation hand-offs and high-tempo 

phases of flight

Defense C2

Rail/Transport
Controller workload and safety margins in dispatch and 

traffic-control rooms

Any instrumented 

HITL system

Wherever operator logs (telemetry, HMI, comms) and periodic 

ground-truth workload assessments exist

Human-AI 

collaboration 
Operator workload and trust calibration when teaming with 

autonomous or AI-driven agents in shared-control tasks

The core lesson generalizes:

Pooling operator data to build “the” model can average away exactly the 

individual differences that matter most for safety-critical decision support.



Practical Implications: What This Means for Systems Engineers
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Design for heterogeneity, not around it
Treat operator-to-operator variation as a system characteristic to architect for, not noise to average 

out in validation.

A building block for operator digital twins
Personalized workload models are a foundational state-estimation layer for real-time monitoring 

and decision support in HITL digital twins (Xames & Topcu, 2023).

Architect an individual-adaptation layer
Don't stop at a population baseline; design monitoring and decision-support systems with a layer 

that adapts to each operator.
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Limitations & What's Next
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LIMITATIONS

• Single healthcare system in one 

geographic area

• n = 9 participants (though longitudinal, 

~2,591 operator-days)

• Limited NASA-TLX subjective workload 

labels

• Associations, not causal claims; this is an 

observational design

FUTURE WORK

• Multi-site, multi-domain validation, 

including defense and aviation settings

• Multimodal signals: physiological and 

wearable sensors data

• Adaptive/continual learning as operator 

behavior drifts over time

• Integration into closed-loop, operator-

specific workload digital twins
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Appendix



How Well Do Pooled Population-level Models Perform?
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• SVR demonstrated the 

best overall predictive 

performance. 

• Kernel/ensemble 

methods clearly beat 

linear models, suggesting 

workload is driven by 

nonlinear human–task 

interactions.

• Top three performing 

models: SVR, GBR, RF

Note: GBR – gradient boosting regression, KNN – k-nearest neighbor, LR – linear regression, RF – random forest, RR – ridge regression, SVR – support vector regression

Key Findings 4
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NASA-TLX Workload Survey
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  p < 0 . 05


  W = 0 . 178

